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WE ARE LIVING IN A REVOLUTION IN THE SOCIAL SCIENCES

1. Experimental methods: 
➤ Technique for pinning down boundedly rational behavior, 

e.g., Vernon Smith (George Mason) Nobel Prize 
2. Big data availability: 

➤ Large randomized field trials (Duflo et al. recent Nobel) 
➤ Click data, transactional data, digital exhaust (Watts) 
➤ Data universes, administrative data, comprehensive data 

3. Large-scale computing: 
➤ Interacting agents, agents make networks, markets, firms,.. 
➤ Capable of representing whole social systems, economies 

➤ Great challenge of our day is to move beyond simplistic 
models with computing tools that will soon look archaic



Agent-Based Modeling

Population of software agents

Each agent has explicit goals, objectives

Agents pursue higher welfare via behavior

Physical and social environments evolve

Aggregate phenomena emerge from the 
interactions of the agents

Small compile-time/potentially large run-
time property of ABMs



2 Large-scale ABMs

Housing mkt bubble 

Data on housing 
stock, households, 
mortgages


What behaviors 
generate bubbles?


Reproduce home-level 
micro-data in big city 
(10^6 agents)


Firm dynamics 

Data on all businesses 
in a country from tax 
records


What behaviors 
generate such data?


Reproduce firm-level 
micro-data at country 
scale (10^8 agents)



MICRO-DATA ON ALL U.S. FIRMS FROM TAX RECORDS

➤ Firm sizes by employees (input), receipts (output), market 
capitalization (public), plant and equipment, depreciation,… 

➤ Firm ages and, when they go out of business, firm lifetimes 

➤ Firm sizes conditional on age and firm ages by size 

➤ Firm productivities (output per unit of input), by size and age 

➤ Firm growth rates (size changes per unit time), annually and 
over longer periods; growth conditional on firm size and age 

➤ Firm employment by size, age, productivity, growth rates,… 

➤ Employment tenure, by size, age, productivity, growth rates,… 

➤ Employment networks from employer-employee matched data 

➤ What we are NOT going to do: run regressions!



The Firm-Level Data
Firm entry, exit

Number of firms

Size dist (workers) Size dist (output) Returns to scale Productivity dist

Age distribution Survival vs age Avg size vs age Avg age vs size Joint dist of size, age

Avg growth rate Growth rate dist Avg growth vs size Avg growth vs age Growth vs size, age Growth var vs size

Largest firm Employment by age Income dist Job tenure dist Hiring + separation

Job to job flows Labor flow network LFN degree dist LFN edge weigh dist LFN disassortativityLFN clustering coeff
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Figure 1: Structural characteristics of empirical labor flow networks from Finland and Mexico. The upper panels show topological features. Panel A gives the degree distributions and shows the 
estimated scaling exponents from equation 1. Panel B shows the distribution of edge weights in the network, i.e. the distribution of the sizes of the labor flows. Parameters in panels A and B were 
estimated via maximum likelihood. Panel C shows the networks’ dissasortativity measured by the Newman index (25). For companies with more than 49 connections, the Pearson correlation 
coefficient with average neighbor degree is shown in parentheses. Panel D shows the negative relationship between firm degree and clustering coefficient, with its estimated scaling exponent. The 
lower panels show relationships between economic variables and network metrics. Panel E depicts the positive correlation between firm size and degree and closeness centralities (using the Spearman 
coefficient). Panel F shows the non-linear correlation between firm size and clustering coefficient. Panel G provides evidence of a U-shaped correlation between firm profits and clustering coefficient. 
Panel H shows the dispersion of degree when firms are grouped in growth rate bins, where size is measured in number of employees. 
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build up the large firms that account for so much of aggregate employment. As reported

in Luttmer [2011a], the median firm with 10,000 or more employees is about 70 years old.

Second, firms become large by growing faster than average for some time. In the above

calculation, surviving firms grow at a 10.5% rate while aggregate employment grows at

1% per annum. Third, while the evidence is still scant, it appears to be the case that

firms on a path of rapid growth do not significantly adjust their rates of expansion across

stages of the business cycle. This is illustrated in Figure 1, which shows the employment

histories of some rapidly growing US firms, together with US unemployment as a business

cycle indicator.1 Fourth, there is only so much new entrants can contribute to output and

employment. Entrants are small, and it would take very high entry rates to compensate

for a large negative shock.
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Figure 1 Rapid Firm Growth and the Business Cycle

(annual firm growth rates in %)

The model for this first economy is a drastically stripped-down version of Luttmer [2007]

in which incumbent firms grow at a constant rate conditional on survival, as a result of

exogenous productivity growth. As in Luttmer [2011a], agents di�er in their abilities to

1See Moscarini and Postel-Vinay [2011] for evidence on the contributions of large and small employers

to employment growth at di�erent stages of the business cycle. Haltiwanger, Jarmin, and Miranda
[2010] emphasize the importance of firm age. In the economy of Luttmer [2011a], age will proxy for

an underlying state variable that characterizes rapidly growing firms. The hypothesis here is that this
state variable is important for predicting how firms will behave over the business cycle.
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Chart 2 
Average annual employment growth rate, 1999 to 2008 — By firm size, with 
average size classification 
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Note: The average size is used in the denominator of the growth rate in all cases. 
Source: Statistics Canada, Longitudinal Employment Analysis Program, 1999 to 2008. 

Chart 3  
Average annual employment growth rate, 1999 to 2008 — By firm age 
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Note: The average size is used in the denominator of the growth rate in all cases. 
Source: Statistics Canada, Longitudinal Employment Analysis Program, 1999 to 2008. 
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The parameters on the dummies for each firm size class are plotted in Charts 4 to 7 for both the 
base-year and average-year sizing methods, including and not including age dummies. Three 
results stand out. The first is that, regardless of method, mean employment growth rates at the 
higher end of the size distribution differ very little.  

The second result is that a negative relationship between firm size and employment growth 
prevails only for the base-year method and only for the smallest firms. Employment growth rates 
of small firms are greater only when regression to the mean is ignored. And even then, the 
relationship disappears at relatively small firm sizes (5 to 10 employees). The average-year 
method yields a positive relationship over the same interval; that is, small firms have no 
advantage. The difference between the results of the two methods suggests that regression-to-
the-mean matters, at least for the smallest firms.31  

The third result is that, as in HJM, firm age matters. With the base-year method, including age 
reduces or eliminates the negative relationship between firm size and employment growth rates, 
depending on whether all firms or only continuing firms are considered. The higher growth rates 
of the smallest firms are attributable to the younger age of this group. With the average-year 
method, the positive relationship holds over a wider range of firm sizes when firm age is 
controlled, but disappears beyond the 10-to-20-employee range. Here, growth rates actually rise 
with increasing firm size, at least for the smaller size classes. In both cases, smaller firms do not 
have proportionately higher growth rates. 

Chart 4 
Relationship between growth and firm size, all firms, 1999 to 2008 — Average 
Labour Units 

-0.7

-0.6

-0.5

-0.4

-0.3

-0.2

-0.1

0.0

0.1

0.2

0.3

<1 1 to <5 5 to <10 10 to   
<20

20 to   
<50

50 to 
<100

100 to 
<250

250 to 
<500

500 to 
<1,000

1,000 or 
more

Average Labour Units

Base size Average size

Base size with firm age controls Average size with firm age controls

rate

 
Source: Statistics Canada, Longitudinal Employment Analysis Program, 1999 to 2008. 

                                                
31. The  regressions  were  also  performed  using  Birch’s  methodology—classifying firms according to their base year 

size, with the growth rate defined as (Xt-Xt-1)/Xt-1 instead of (Xt-Xt-1)/avg(Xt,Xt-1). Only continuing firms were 
considered, because the standard growth rate is not well defined for entries and exits. None of the coefficients on 
size classes are significant whether or not age is included, because the standard errors are too large.  
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19.0 (21.8 for firms larger than 0). Clearly,
the COMPUSTAT data are heavily censored
with respect to small firms. Such firms play
important roles in the economy (15, 16).

For further analysis, I used a tabulation from
Census in which successive bins are of increas-
ing size in powers of three. The modal firm size
is 1, whereas the median is 3 (4 if size 0 firms
are not counted) These data are approximately
Zipf-distributed (! " 1.059), as determined by
ordinary least squares (OLS) regression in log-
log coordinates (Fig. 1). There are too few very
small and very large firms with respect to the
Zipf fit, presumably due to finite size effects,
yet the power law distribution well describes
the data over nearly six decades of firm size
(from 100 to 106 employees). This result sug-
gests both that a common mechanism of firm
growth operates on firms of all sizes, and that
the fundamental unit of analysis is the individ-
ual employee.

But firms having a single employee are
not the smallest economic entities in the U.S.
economy. Although there were some 5.5 mil-
lion firms that had at least one employee at
some time during 1997, there were another
15.4 million business entities in that year
with no employees. These are predominantly
self-employed individuals and partnerships,
and are called “nonemployer” firms by Cen-
sus. These smallest of firms account for near-
ly $600 billion in receipts in 1997. Yet, if
these firms are included in the overall firm
size distribution, the Zipf distribution still fits
the data well. To see this, Eq. 1 must be
modified to accommodate firms having no
employees

Pr[S ! si ] " ! s0

si#1" !

, si ! 0, ! # 0 (2)

Here, OLS yields an estimate of ! " 1.098
(SE " 0.064), and the adjusted R2 " 0.977.
Including self-employment drives the aver-
age firm size down to 5.0 employees/firm,
and makes the median number of employees
0.

An interesting property of firm size distri-
butions noted in previous studies of large
firms is that the qualitative character of such
distributions is independent of how size is
defined (1). Although the position of individ-
ual firms in a size distribution does depend on
the definition of size, the shape of the distri-
bution does not. This also holds for the Cen-
sus data. Basing firm size on receipts, a Zipf
distribution describes the data (! " 0.994)
(Fig. 2). Here, modal and median firm reve-
nues are each less than $100,000, and the
average is $173,000/firm.

As a further test on the robustness of these
results, I repeated these analyses for Census
data from 1992. Average firm size was slight-
ly smaller then, at 20.9 employees/firm (ex-
cluding size 0 firms). But overall, the Zipf
distribution is as strong (Table 2).

Virtually all U.S. firms experienced sig-
nificant changes in revenue and work force
from 1992 to 1997. Thus, individual firms
migrated up and down the Zipf distribution,
but economic forces seem to have rendered
any systematic deviations from it short-lived.
Even the substantial merger and acquisition
activity of this period seemed to have little

effect on the overall firm size distribution.
There are a variety of stochastic growth

processes that converge to Pareto and Zipf
distributions (1, 5, 17, 18). Empirically, there
is support for Gibrat-like processes in which
average growth rates are independent of size
(19, 20) and growth rate variance declines
with size (21, 22). Consider a variation of the
Gibrat process known as the Kesten process
(23-25), in which sizes are bounded from
below; i.e.,

si$t $ 1% " max&s0,'$t%si$t%( (3)

where ' is a random growth rate. For nearly
any growth rate distribution, this process
yields Pareto distributions that have the ex-
ponent ! defined implicitly by (26)

N "
! % 1

! # ! s0

A"!

% 1

! s0

A"!

% ! s0

A"$ (4)

where N is the total number of firms and A is
the number of employees. For N " 5.5 ) 106

and A " 105 ) 106, as in 1997 (excluding
self-employment), s0 " 1 implies ! * 0.997,
a value close to my empirical finding. Similar
results are obtained for each year back
through 1988 (Table 3).

Fig. 1. Histogram of U.S. firm sizes,
by employees. Data are for 1997
from the U.S. Census Bureau, tab-
ulated in bins having width in-
creasing in powers of three (30).
The solid line is the OLS regression
line through the data, and it has a
slope of 2.059 (SE " 0.054; adjust-
ed R2 " 0.992), meaning that ! "
1.059; maximum likelihood and
nonparametric methods yield sim-
ilar results. The data are slightly
concave to the origin in log-log
coordinates, reflecting finite size
cutoffs at the limits of very small
and very large firms.

Fig. 2. Tail cumulative distribution function of
U.S. firm sizes, by receipts in dollars. Data are
for 1997 from the U.S. Census Bureau, tabulat-
ed in bins whose width increases in powers of
10. The solid line is the OLS regression line
through the data and has slope of 0.994 (SE "
0.064; adjusted R2 " 0.976).

Table 2. Power law exponent for U.S. firms in
1992, firms with employees and all firms. Results
using OLS regression on Census data, with stan-
dard errors in parentheses.

Type Estimated ! Adjusted R2

Firms with employees 0.994 (0.043) 0.995
All businesses 0.995 (0.031) 0.994

Table 3. Theoretical power law exponents for U.S. firms over a 10-year period. Note that even though
the number of firms and total employees each increased over this period, as did the average firm size, the
value of ! was approximately unchanged.

Year Firms Employees Mean firm size !, from (4)

1997 5,541,918 105,299,123 19.00 0.9966
1996 5,478,047 102,187,297 18.65 0.9986
1995 5,369,068 100,314,946 18.68 0.9983
1994 5,276,964 96,721,594 18.33 1.0004
1993 5,193,642 94,773,913 18.25 1.0008
1992 5,095,356 92,825,797 18.22 1.0009
1991 5,051,025 92,307,559 18.28 1.0004
1990 5,073,795 93,469,275 18.42 0.9995
1989 5,021,315 91,626,094 18.25 1.0006
1988 4,954,645 87,844,303 17.73 1.0039
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In these figures average firm lifetime ranges from 16-18 years, which is also the 

approximate standard deviation. 

Joint Distribution of Firms by Size and Age 

With unconditional size and age distributions now analyzed, their joint distribution is 
shown in figure 15, a normalized histogram in log probabilities. 

 
Figure 15: Histogram of the steady-state distribution of firms by log(size) and age 

Note that log probabilities decline approximately linearly as a function of age and log 

firm size. From the BLS data one can determine average firm size conditional on firm 

age. In figure 16a these data are plotted for five recent years, starting with 2005, each 

year its own line. To first order there is a linear relation between firm size and age: firms 

that are 10 years old have slightly more than 10 employees on average, firms 20 years old 

have 20 employees, 30 year old firms have roughly 30 employees, and so on. There must 

be a cut-off beyond some age but the data are censored for large ages. From the model we 

get approximately the same linear effect but a slightly different intercept, figure 16b. 
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4.1.2 Mean growth rate by size and age 

Employment growth rates by firm size classes depend on whether the base-size or the average- 
size method is used to classify firms (Charts 1, 2 and 3). With the base-size classification, the 
average growth rate is negative for all size classes except tiny firms.29 The opposite occurs with 
the average-size classification: except for tiny firms, all size classes have a positive growth rate. 
These divergent results illustrate the importance of the sizing method used. The different sign 
for the rate of growth indicates how much regression to the mean occurs—and that firms that 
are likely to change direction are more likely to have larger negative than positive growth, 
perhaps because decline possibilities are less likely to be bounded.  

Chart 1 
Average annual employment growth rate, 1999 to 2008 — By firm size, with  
base size classification 
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Note: The average size is used in the denominator of the growth rate in all cases. 
Source: Statistics Canada, Longitudinal Employment Analysis Program, 1999 to 2008. 

                                                
29. When classifying firms according to their base-year size, but defining the growth rate as (Xt-Xt-1)/Xt-1 instead of  

(Xt-Xt-1)/avg(Xt,Xt-1), the average growth rates are positive for all size classes. They are also declining in size. Only 
continuing firms were considered in this exercise, because the standard growth rate is not well defined for entries 
and exits. 
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Figure 22: Job tenure (months) is exponentially-distributed (a) in the U.S. and (b) in the model; source: 

BLS and author calculations 

The base case of the model is calibrated to make these distributions coincide. That is, the 

number of agent activations per period is specified in order to bring these two figures into 

agreement, thus defining the meaning of one unit of time in the model, here a month. The 

many other dimensions of the model having to do with time—firm growth rates, ages, 

and so on—derive from this basic calibration. 

Employment as a Function of Firm Size and Age 

 Because the model’s firm size distribution by employees is approximately right 

(figure 11a), it is also the case that employment as a function of firm size also comes out 

about right. But the dependence of employment on firm age is not directly available from 

analytical manipulations without making certain distributional assumptions. In figure 23 

we count the number of employees in firms as a function of age. About half of American 

private sector workers are in firms younger than 28 years of age. The first panel are the 

U.S. data, available online via BLS BDM, shown as a counter-cumulative distribution of 

employment by firm age, while the second is the same plot using output from the model. 

5 10 15 20 25 30
Age

0.5

0.6

0.7

0.8

0.9

1.

Pr!Worker's firm ! Age"

0 5 10 15 20 25 30
Age0.4

0.5

0.6

0.7

0.8

0.9

1.
Pr!Worker's Firm ! Age"

 
Figure 23: Employment by firm age in years: (a) U.S. data and (b) model output; source: BLS 

These two panels show broad agreement between the model and the data on this issue. 

3.5 Agent Welfare in Endogenous Firms 

 Each time an agent is activated it seeks higher utility, which is bounded from below 
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 At any instant of time, some firms are growing and others are declining. However, it 

is not the case that growing firms do not shed workers and declining firms do no hiring. 

In figure 26 the left panel represents empirical data on the U.S. economy (Davis et al. 

2006), and shows that growing firms have to hire in excess of the separations they suffer, 

while declining firms keep hiring even when separations are the norm. 

 
Figure 26: Labor transitions as a function of firm growth rate 

In the right panel I have tried to reproduce this figure with my model, for in any period 

firms can both gain and lose workers. Note that the ‘hiring’ line in the two figures looks 

comparable, but the ‘separations’ line is different, with too few separations in the model. 

 To introduce some of these issues here, imagine that the residual claimant knows the 

effort of each agent and can thus determine if the firm would be better off if the least hard 

working one were let go. Considerations roughly the reverse of those for hiring yield: 
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Introducing this logic into the code there results unemployment: agents are terminated 

and do not immediately find another firm to join. Computational experiments with 

terminations and unemployment have been undertaken and many new issues are opened 

up, so we leave full investigation of this for future work. 

4.11 Alternative Compensation Schemes 
Agents in a group have so far shared output equally. Here alternative compensation 

rules are studied. The class of rules investigated involves pay in proportion to effort:34 

                                                
34 Encinosa et al. (1997) studied compensation systems empirically for team production environments similar to the 
one considered here. They find that “group norms” are as important as conventional economic considerations in 
determining pay practices in medical groups. Garen (1998) empirically links pay systems to monitoring costs. More 
recent work is Shaw and Lazear (2008). 
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Figure 16: (a) Average firm size by age bins in (a) the U.S. for 2005-2009 and (b) the model; 

average firm age by size bins in (c) the U.S. and (e) the model; source: BLS and author calculations 

The conditional in the other direction—the dependence of average age on firm size—is 

shown in figure 16c in semilog coordinates. To first order, average age increases linearly 

with log size: firms with 10 employees are on average 10 years old, firms with 100 

employees average nearly 15 years of age, and firms with 1000 employees are roughly 20 

years old, on average. The model yields a similar result, figure 16d: linearly increasing 

age with log size. The two figures are not quite the same, with small firms somewhat 

older in the model and the increase of age with log size slightly less. 

Firm Survival Rates 

 If firm ages were exactly exponentially distributed then the survival probability 

would be constant, and independent of age (Barlow and Proschan 1965). The departures 

from exponential in figure 14 indicate that survival probability does depend on age. 

Empirically it is well-known that survival probability increases with age (Evans 1987; 

Hall 1987). In figure 17 firm survival probabilities over recent years are shown for U.S. 

companies (colored lines) with points representing model output. 

 
Figure 17: Firm survival probability increases with firm age, U.S. data 1994-2000 (lines) and model 

(points), and firm size; source: BLS and author calculations 

Firm survival rates also rise with firm size in both the U.S. data and the model. 
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Fig. 1 – Cumulative probability C(r) and probability density P (r) plotted in the log-linear scale vs.
r/T , the annual personal income r normalized by the average income T in the exponential part of
the distribution. The IRS data points are for 1983–2001, and the columns of numbers give the values
of T for the corresponding years.

Fig. 2 – Log-log plots of the cumulative probability C(r) vs. r/T for a wider range of income r.

Let us introduce the probability density P (r), which gives the probability P (r) dr to
have income in the interval (r, r + dr). The cumulative probability C(r) =

! !
r dr"P (r") is

the probability to have income above r, C(0) = 1. By analogy with the Boltzmann-Gibbs
distribution in statistical physics [8,9], we consider an exponential function P (r) ! exp["r/T ],
where T is a parameter analogous to temperature. It is equal to the average income T =
#r$ =

! !
0 dr"r"P (r"), and we call it the “income temperature”. When P (r) is exponential,

C(r) ! exp["r/T ] is also exponential. Similarly, for the Pareto power law P (r) ! 1/r!+1,
C(r) ! 1/r! is also a power law.

We analyze the data [21] on personal-income distribution compiled by the Internal Revenue
Service (IRS) from the tax returns in the USA for the period 1983–2001 (presently the latest
available year). The publicly available data are already preprocessed by the IRS into bins and
e!ectively give the cumulative distribution function C(r) for certain values of r. First, we
make the plots of log C(r) vs. r (the log-linear plots) for each year. We find that the plots are
straight lines for the lower 97–98% of the population, thus confirming the exponential law.
From the slopes of these straight lines, we determine the income temperatures T for each year.
In fig. 1, we plot C(r) and P (r) vs. r/T (income normalized to temperature) in the log-linear
scale. In these coordinates, the data sets for di!erent years collapse onto a single straight
line. (In fig. 1, the data lines for 1980s and 1990s are shown separately and o!set vertically.)
The columns of numbers in fig. 1 list the values of the annual income temperature T for the
corresponding years, which changes from 19 k$ in 1983 to 40 k$ in 2001. The upper horizontal
axis in fig. 1 shows income r in k$ for 2001.

In fig. 2, we show the same data in the log-log scale for a wider range of income r, up to
about 300T . Again we observe that the sets of points for di!erent years collapse onto a single
exponential curve for the lower part of the distribution, when plotted vs. r/T . However, above
a certain income r# % 4T , the distribution function changes to a power law, as illustrated by
the straight lines in the log-log scale of fig. 2. Thus we observe that income distribution
in the USA has a well-defined two-class structure. The lower class (the great majority of

Figure 3: Distribution of labour productivity of the precision apparatus sector in 2003.
(a) Histogram of x in the range 0 < x ! 50000. (b) Histogram of log10 x. (c)
Cumulative distribution P>(x). (d) Cumulative distribution P<(x).

with AI = 103.09, !I = 0.159, and "I = 0.890, respectively. Fig. 2 (a) shows the distribution over
the surface. This figure shows the positive correlation between log10 K and log10 L. Fig. 2 (b) is
the perspective from the parallel direction to the surface described by Eq. (10). This figure shows
that each dot exists near the surface, and suggests that the Cobb-Douglass production function is
applicable to the case.

To investigate the validity of Eq. (8), we must define xI . In below, we use the model value of xi

as xI . In next section, we explain the method to obtain xI .

IV. Labour productivity of manufacturing industry

To obtain the value of xI , we must study the distribution of xi. In addition, by studying the distri-
bution of xi, we obtain the characteristics of labour productivity. The example of the distribution
of xi is shown in Figs 3. These figures are for the precision apparatus sector in 2003. This sector is
constructed from NI = 2, 872 companies in 2003. Figure. 3 (a) shows the histogram of x in the range
0 < x ! 50000. This figure shows that the distribution has the peak around x " 5000, and has the
fat tail in high productivity region. Fat tail behavior is more clarified by considering the distribution
of log10 x. Fig. 3 (b) illustrates the histogram of the distribution of log10 x. This figure shows that
the fat tail is applicable to both side of the distribution, and that the distribution is asymmetry.
Oulton (1998) pointed out that the distributions of labour productivity in UK are approximately
lognormal. However, Fig. 3 (b) does not support the lognormal distribution.

The behavior of tail part is more clarified by studying a cumulative distribution. Fig. 3 (c) shows

5

Labor Market Flows from the Worker Perspective
Thus far, our discussion has centered on job and worker flows measured from

the employer perspective. One can also measure worker flows from the perspective
of individuals as in Blanchard and Diamond (1990), Fallick and Fleischman (2004)
and Shimer (2005). These studies use longitudinal data on the employment status
of individuals and cross-sectional data on the duration of ongoing employment and
unemployment spells to estimate the flow of persons between jobs and the flows
into and out of employment, unemployment and the labor force. Figure 1 draws on
tabulations from the Current Population Survey (CPS) by Fallick and Fleischman
(2004) to report average monthly flows between unemployment, employment and
out-of-the-labor-force status. The figure also reports the average monthly flow of job
switchers, that is, direct employer-to-employer flows. For each flow, Figure 1 reports
the raw number of movers (in millions), the number of movers as a percent of the
population aged 16–64, and the hazard rate for movements from one labor market
state or job to another.

According to Figure 1, 11.9 million persons changed labor market status from
one month to the next during the 1996 to 2003 period. Another 2.8 million persons
switched employers in the average month. That is, nearly 15 million workers—more
than 8 percent of the working-age population—switched jobs or employment status

Figure 1
Average Monthly Worker Flows, Current Population Survey, 1996–2003
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4HE�DROP�IN�ENTREPRENEURSHIP�RATES�IN������
DIFFERS�FROM�AN�ESSENTIALLY�FLAT�PATTERN�IN�EMPLOYER�
BUSINESS�CREATION�FROM������TO�������&IGURE��"�
REPORTS�AVERAGE�QUARTERLY�ESTIMATES�OF�EMPLOYER�
ESTABLISHMENT�BIRTH�RATES�IN�ADDITION�TO�THE�AVERAGE�
MONTHLY�ESTIMATES�OF�THE�+AUFFMAN�)NDEX�BY�YEAR�
FROM������TO�������4HE�EMPLOYER�ESTABLISHMENT�
BIRTH�RATE�IS�THE�RATIO�OF�THE�AVERAGE�QUARTERLY�
NUMBER�OF�ESTABLISHMENT�BIRTHS�DIVIDED�BY�THE�
AVERAGE�NUMBER�OF�NONBUSINESS�OWNERS��4HE�
NUMBER�OF�ESTABLISHMENT�BIRTHS�IS�FROM�THE�"USINESS�
%MPLOYER�$YNAMICS��"%$	�COMPILED�BY�THE�5�3��
"UREAU�OF�,ABOR�3TATISTICS��",3	��AND�THE�NUMBER�
OF�NONBUSINESS�OWNERS�IS�ESTIMATED�USING�CROSS
SECTIONAL�#03�DATA��4HE�EMPLOYER�ESTABLISHMENT�
BIRTH�RATE�WAS������PERCENT�OR����OUT�OF���������
PEOPLE�PER�QUARTER�IN�������ONLY�THE�FIRST�QUARTER�
OF�DATA�WAS�AVAILABLE�FOR������AT�THE�TIME�OF�THIS�
REPORT	��4HIS�RATE�TRANSLATES�INTO�AN�AVERAGE�OF�
��������EMPLOYER�ESTABLISHMENT�BIRTHS�PER�QUARTER�
IN�������4HIS�NUMBER�AND�RATE�OF�BUSINESS�CREATION�

IS�SUBSTANTIALLY�SMALLER�THAN�THE�NUMBER�AND�RATE�
OF�BUSINESS�CREATION�FROM�THE�+AUFFMAN�)NDEX��
ESPECIALLY�AFTER�TAKING�INTO�ACCOUNT�THAT�THE�+)%!�
IS�A�MONTHLY�RATE��4HE�LARGE�DIFFERENCE�IS�PRIMARILY�
BECAUSE�THE�EMPLOYER�ESTABLISHMENT�BIRTH�RATE�
ONLY�CAPTURES�NEW�ESTABLISHMENTS�WITH�EMPLOYEES��
INDICATING�THAT�THEY�REPRESENT�ONLY�A�SMALL�SHARE�OF�
ALL�NEW�BUSINESSES�

&ROM������TO�������THE�QUARTERLY�EMPLOYER�
ESTABLISHMENT�BIRTH�RATE�DROPPED�FROM������PERCENT�
TO������PERCENT���/VER�THIS�SAME�PERIOD�OF�TIME��THE�
MONTHLY�ENTREPRENEURSHIP�ACTIVITY�RATE�INCREASED�
FROM������PERCENT�TO������PERCENT��4HESE�OPPOSING�
TRENDS�MAY�BE�DUE�TO�THE�'REAT�2ECESSION�PUSHING�
MANY�INDIVIDUALS�INTO�BUSINESS�OWNERSHIP�BECAUSE�OF�
HIGH�RATES�OF�UNEMPLOYMENT���4HESE�INDIVIDUALS�WERE�
PROBABLY�MORE�LIKELY�TO�START�SOLE�PROPRIETORSHIPS�
AND�OTHER�NONEMPLOYER�FIRMS�INSTEAD�OF�MORE�COSTLY�
EMPLOYER�FIRMS��&ROM������TO�������HOWEVER��THE�
EMPLOYER�ESTABLISHMENT�BIRTH�RATE�WAS�FLAT�WHILE�THE�
ENTREPRENEURSHIP�RATE�DECLINED���
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has shown the existence of large and persistent di↵er-
ences in labour productivity across industries and coun-
tries [7–9]. Productivity is often measured in terms of the
ratio between firms’ revenues and the number of employ-
ees. It can be expected to be a unique value only within
a very straightjacket hypothesis, such as the Represen-
tative Agent. If agents are heterogeneous and interact,
then scaling laws emerge, and dispersion is nothing but
a consequence of it. Using Japanese data we empirically
demonstrate it. The conclusive remarks points out that
a thermodynamical approach (see also [10, 11]) may be
what economics needs if HIA are the actors of the drama.

For the purpose to study properties in probability dis-
tributions, it is essential to observe a large portion of
the entire population of firms and workers. A database
of only listed firms, for example, is insu�cient to ana-
lyze properties of distributions. We employ the largest
database of Credit Risk Database (CRD) in Japan (years
1995 to 2009), which includes a million firms and fifteen
million workers in the year 2006, covering the large por-
tion of the whole domestic population. Below we give our
analysis for the year 2006, but note that the qualitative
results are valid for other years as well.

We measure the value added Y and the labor L of each
firm to have the information of output and input in the
production at the individual level. We use simply the
business sales/profits as a proximity to the value added,
and the end-of-year number of workers (excluding man-
agers) as the labor in order to calculate distributions for
Y and L and to uncover their properties.

To understand how workers are distributed among dif-
ferent levels of output and productivity, we shall study
the distributions of Y and L using the following prob-
ability density functions (PDFs). The joint PDF, PYL,
the conditional PDFs, PY |L and PL|Y , and the marginal
PDFs, PL and PY , are defined by

PYL(Y, L) = PY |L(Y |L)PL(L) = PL|Y (L|Y )PY (Y ). (1)

The conditional average of f(Y ) is defined by

E(f(Y )|L) :=
Z 1

0
f(Y )PY |L(Y |L)dY, (2)

for an arbitrary function f(·), and similarly for
E(f(L)|Y ).

As we shall see, since the PDFs are heavy-tailed for
Y and L, it is convenient for the purpose of statistical
analysis to take the logarithms of variables:

y := ln
Y

Y0
, ` := ln

L

L0
, (3)

where Y0 and L0 are arbitrary scales.
Fig. 1 shows the scatter plot for (`, y). To reveal sta-

tistical structure in data, which can be easily missed by
parametric methods, we employ a kernel-based nonpara-
metric methods [12]. Fig. 1 depicts a nonparametric re-
gression curve with error bars (95% significance level) for

FIG. 1. Scatter plot for (L, Y ) (gray dots). The curve
with error bars is the nonparametric estimation for E(y|`) :=
E(lnY |L), while the thin straight line is the linear regression
(both axes are in units of ln 10.)

E(y|`) = E(lnY |L). We can observe that there exists a
range 100.7 < L < 102.5 for which the relation:

E(y|`) = ↵`+ const., (4)

holds where ↵ is a constant. In fact, the goodness of fit for
nonparametric regression (R2 = 44.04%; see [13] for the
definition) has a same level as that for linear regression
(R2 = 44.03%) for the range, the estimation of which
gives the estimation, ↵ = 1.037(±0.003) (shown by a
straight line in Fig. 1).

Similarly, for the range of 104.5 < Y < 107.0, we have
another relation, namely

E(`|y) = � y + const., (5)

with a constant �. The validity for this relation is
checked by the nonparametric (R2 = 47.18%) and lin-
ear (R2 = 47.09%) regressions, the latter of which gives
the estimation, � = 0.655(±0.002).

We find that these relations are simple consequences
from two scaling relations for the conditional PDFs,
PY |L(Y |L) and PL|Y (L|Y ). Fig. 2 (a) depicts the con-
ditional PDF, PY |L(Y |L), with the conditioning values
of L are chosen at a logarithmically equal interval cor-
responding to the range 100.7 < L < 102.0 in terms of
histograms. By using the values of ↵ estimated above,
we find that the conditional PDF obeys a scaling relation:

PY |L(Y |L) =
✓

L

L0

◆�↵

�Y (Yscaled) , (6)

where Yscaled := (L/L0)�↵Y and �Y (·) is a scaling func-
tion, as shown by the fact that the PDFs PY |L(Y |L)

Figure 14: 
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is apparent. High productivity firms grow by adding agents who work less hard 

than incumbents, thus such firms are driven toward the average productivity. In 

essence, each agent who changes jobs ‘arbitrages’ returns across firms.16  

 It is well known that there is large heterogeneity in labor productivity across 

firms (e.g., Dosi 2007). Shown in figure 12a are data on all U.S. companies for 

three size classes: 1-99 employees (blue), 100-9,999 (red) and 10,000+ (green). 

 
Figure 12: Labor productivity (a) U.S. data (Census) and (b) model output in arbitrary units 

Note the log-log coordinates, so the right tail is very nearly a power law with 

large slope. Souma et al. (2009) have studied the productivity of Japanese firms 

and find similar results. Figure 12b is model output for the same size classes. 

Firm Ages, Survival Rates and Lifetimes 

 Using data from the BLS Business Employment Dynamics program, figure 

13 gives the age distribution (PMF) of U.S. firms, in semi-log coordinates, with 

each colored line representing the distribution reported in a recent year.  

 
Figure 13: Firm age distributions (PMFs), U.S. data 2000-2011 (lines) and model output (points); 

source: BLS (www.bls.gov/bdm/us_age_naics_00_table5.txt) and author calculations 

Model output is overlaid on the raw data as points and agrees reasonably well. 

Average firm lifetime and standard deviation are 14-15 years here. The curvature 

                                                
16 As output per worker representes wages in our model, there is little wage-size effect (Brown and Medoff 
1989, Even and Macpherson 2012). 
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C The Lifecycles and Lifetimes of Firms 
! Industries!have!lifecycles,!as!do!firms!within!industries!as!well!as!
products!made!by!firms.!No!product!is!desirable!forever,!no!firm!lives!forever,!
and!no!industry!is!forever!vibrant.!In!this!section!we!focus!on!the!lifecycle!of!
the!firm,!abstracting!from!the!products!made!by!firms!and!from!the!
industries!that!categorize!the!output!of!firms.!It!is!then!possible,!looking!over!
the!population!of!firms!as!a!whole,!to!talk!about!the!lifetimes!of!firms,!the!
ages!of!the!longest!lived!firms,!and!the!distribution!of!ages!among!the!oldest!
firms.!
! Nearly!20!years!ago!the!‘turnover!of!firms’!in!industrial!organization!
was!surveyed!by!Caves!(1998).!
!
C.1 Lifecycles of Firms 

! Asdf!
(Klepper!and!Graddy!1990)!
(Garnsey!1998)!
!
C.2 Lifetimes of Firms 

! The!word!firm!conjures!up!the!notion!of!a!longWlived!entity.!
!
Lifetime Distributions: The Age Distribution of Exiting Firms 

Entrants!are!mostly!small!but!there!are!progressively!smaller!
numbers!of!progressively!larger!ones.!Figure!8!gives!the!size!distribution!for!
entrants!for!the!last!couple!of!decades.!
!

!
Figure%14:#Age#distribution#of#exiting#firms#in#2012#

!
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Fig. 1 – Cumulative probability C(r) and probability density P (r) plotted in the log-linear scale vs.
r/T , the annual personal income r normalized by the average income T in the exponential part of
the distribution. The IRS data points are for 1983–2001, and the columns of numbers give the values
of T for the corresponding years.

Fig. 2 – Log-log plots of the cumulative probability C(r) vs. r/T for a wider range of income r.

Let us introduce the probability density P (r), which gives the probability P (r) dr to
have income in the interval (r, r + dr). The cumulative probability C(r) =

! !
r dr"P (r") is

the probability to have income above r, C(0) = 1. By analogy with the Boltzmann-Gibbs
distribution in statistical physics [8,9], we consider an exponential function P (r) ! exp["r/T ],
where T is a parameter analogous to temperature. It is equal to the average income T =
#r$ =

! !
0 dr"r"P (r"), and we call it the “income temperature”. When P (r) is exponential,

C(r) ! exp["r/T ] is also exponential. Similarly, for the Pareto power law P (r) ! 1/r!+1,
C(r) ! 1/r! is also a power law.

We analyze the data [21] on personal-income distribution compiled by the Internal Revenue
Service (IRS) from the tax returns in the USA for the period 1983–2001 (presently the latest
available year). The publicly available data are already preprocessed by the IRS into bins and
e!ectively give the cumulative distribution function C(r) for certain values of r. First, we
make the plots of log C(r) vs. r (the log-linear plots) for each year. We find that the plots are
straight lines for the lower 97–98% of the population, thus confirming the exponential law.
From the slopes of these straight lines, we determine the income temperatures T for each year.
In fig. 1, we plot C(r) and P (r) vs. r/T (income normalized to temperature) in the log-linear
scale. In these coordinates, the data sets for di!erent years collapse onto a single straight
line. (In fig. 1, the data lines for 1980s and 1990s are shown separately and o!set vertically.)
The columns of numbers in fig. 1 list the values of the annual income temperature T for the
corresponding years, which changes from 19 k$ in 1983 to 40 k$ in 2001. The upper horizontal
axis in fig. 1 shows income r in k$ for 2001.

In fig. 2, we show the same data in the log-log scale for a wider range of income r, up to
about 300T . Again we observe that the sets of points for di!erent years collapse onto a single
exponential curve for the lower part of the distribution, when plotted vs. r/T . However, above
a certain income r# % 4T , the distribution function changes to a power law, as illustrated by
the straight lines in the log-log scale of fig. 2. Thus we observe that income distribution
in the USA has a well-defined two-class structure. The lower class (the great majority of



Firm Sizes

“U.S. Firm Sizes are Zipf Distributed,” RL Axtell, Science, 293 (Sept 7, 2001), pp. 1818-20

Pr[S ≥ si] = 1-F(si) = si
−α

Average firm size ~ 20
Median ~ 3-4

Mode = 1

Source: Census19.0 (21.8 for firms larger than 0). Clearly,
the COMPUSTAT data are heavily censored
with respect to small firms. Such firms play
important roles in the economy (15, 16).

For further analysis, I used a tabulation from
Census in which successive bins are of increas-
ing size in powers of three. The modal firm size
is 1, whereas the median is 3 (4 if size 0 firms
are not counted) These data are approximately
Zipf-distributed (! " 1.059), as determined by
ordinary least squares (OLS) regression in log-
log coordinates (Fig. 1). There are too few very
small and very large firms with respect to the
Zipf fit, presumably due to finite size effects,
yet the power law distribution well describes
the data over nearly six decades of firm size
(from 100 to 106 employees). This result sug-
gests both that a common mechanism of firm
growth operates on firms of all sizes, and that
the fundamental unit of analysis is the individ-
ual employee.

But firms having a single employee are
not the smallest economic entities in the U.S.
economy. Although there were some 5.5 mil-
lion firms that had at least one employee at
some time during 1997, there were another
15.4 million business entities in that year
with no employees. These are predominantly
self-employed individuals and partnerships,
and are called “nonemployer” firms by Cen-
sus. These smallest of firms account for near-
ly $600 billion in receipts in 1997. Yet, if
these firms are included in the overall firm
size distribution, the Zipf distribution still fits
the data well. To see this, Eq. 1 must be
modified to accommodate firms having no
employees

Pr[S ! si ] " ! s0

si#1" !

, si ! 0, ! # 0 (2)

Here, OLS yields an estimate of ! " 1.098
(SE " 0.064), and the adjusted R2 " 0.977.
Including self-employment drives the aver-
age firm size down to 5.0 employees/firm,
and makes the median number of employees
0.

An interesting property of firm size distri-
butions noted in previous studies of large
firms is that the qualitative character of such
distributions is independent of how size is
defined (1). Although the position of individ-
ual firms in a size distribution does depend on
the definition of size, the shape of the distri-
bution does not. This also holds for the Cen-
sus data. Basing firm size on receipts, a Zipf
distribution describes the data (! " 0.994)
(Fig. 2). Here, modal and median firm reve-
nues are each less than $100,000, and the
average is $173,000/firm.

As a further test on the robustness of these
results, I repeated these analyses for Census
data from 1992. Average firm size was slight-
ly smaller then, at 20.9 employees/firm (ex-
cluding size 0 firms). But overall, the Zipf
distribution is as strong (Table 2).

Virtually all U.S. firms experienced sig-
nificant changes in revenue and work force
from 1992 to 1997. Thus, individual firms
migrated up and down the Zipf distribution,
but economic forces seem to have rendered
any systematic deviations from it short-lived.
Even the substantial merger and acquisition
activity of this period seemed to have little

effect on the overall firm size distribution.
There are a variety of stochastic growth

processes that converge to Pareto and Zipf
distributions (1, 5, 17, 18). Empirically, there
is support for Gibrat-like processes in which
average growth rates are independent of size
(19, 20) and growth rate variance declines
with size (21, 22). Consider a variation of the
Gibrat process known as the Kesten process
(23-25), in which sizes are bounded from
below; i.e.,

si$t $ 1% " max&s0,'$t%si$t%( (3)

where ' is a random growth rate. For nearly
any growth rate distribution, this process
yields Pareto distributions that have the ex-
ponent ! defined implicitly by (26)

N "
! % 1

! # ! s0

A"!

% 1

! s0

A"!

% ! s0

A"$ (4)

where N is the total number of firms and A is
the number of employees. For N " 5.5 ) 106

and A " 105 ) 106, as in 1997 (excluding
self-employment), s0 " 1 implies ! * 0.997,
a value close to my empirical finding. Similar
results are obtained for each year back
through 1988 (Table 3).

Fig. 1. Histogram of U.S. firm sizes,
by employees. Data are for 1997
from the U.S. Census Bureau, tab-
ulated in bins having width in-
creasing in powers of three (30).
The solid line is the OLS regression
line through the data, and it has a
slope of 2.059 (SE " 0.054; adjust-
ed R2 " 0.992), meaning that ! "
1.059; maximum likelihood and
nonparametric methods yield sim-
ilar results. The data are slightly
concave to the origin in log-log
coordinates, reflecting finite size
cutoffs at the limits of very small
and very large firms.

Fig. 2. Tail cumulative distribution function of
U.S. firm sizes, by receipts in dollars. Data are
for 1997 from the U.S. Census Bureau, tabulat-
ed in bins whose width increases in powers of
10. The solid line is the OLS regression line
through the data and has slope of 0.994 (SE "
0.064; adjusted R2 " 0.976).

Table 2. Power law exponent for U.S. firms in
1992, firms with employees and all firms. Results
using OLS regression on Census data, with stan-
dard errors in parentheses.

Type Estimated ! Adjusted R2

Firms with employees 0.994 (0.043) 0.995
All businesses 0.995 (0.031) 0.994

Table 3. Theoretical power law exponents for U.S. firms over a 10-year period. Note that even though
the number of firms and total employees each increased over this period, as did the average firm size, the
value of ! was approximately unchanged.

Year Firms Employees Mean firm size !, from (4)

1997 5,541,918 105,299,123 19.00 0.9966
1996 5,478,047 102,187,297 18.65 0.9986
1995 5,369,068 100,314,946 18.68 0.9983
1994 5,276,964 96,721,594 18.33 1.0004
1993 5,193,642 94,773,913 18.25 1.0008
1992 5,095,356 92,825,797 18.22 1.0009
1991 5,051,025 92,307,559 18.28 1.0004
1990 5,073,795 93,469,275 18.42 0.9995
1989 5,021,315 91,626,094 18.25 1.0006
1988 4,954,645 87,844,303 17.73 1.0039
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Due to the largest Census bins in figure 3 being 10K employees and above, 
we do not get much information on the largest firms, particularly as these extend 
for two orders of magnitude beyond, to one million employees. To determine 
whether the Zipf regularity continues on to the largest firms, custom tabulations 
from Census are needed. Figure 7 plots such data with equal log-sized bins as a 
histogram (4a) and CCDF (4b). 

 
Figure 4: Histogram (left) and CCDF (right) of U.S. firm sizes by employment for 1997, 

in 13 bins having equal log sizes; source: Census 

A line having slope -1, again representing the Zipf distribution, has been 
superimposed on the data of figure 4b. Note that there are somewhat too few very 
small and very large firms in the data in comparison to the straight line. It is a 
reasonable surmise that these departures are due to so-called ‘finite size’ effects, 
that is there are no firms smaller than size 1 and none larger than one million, so 
this finite distribution has to have its ends ‘pinned,’ as it were, to the axes, and 
this is responsible for the slight concavity of the log-log plot. 

The fact that these data are so regular over nearly the entire range of firms, 
spanning some 6 decades of size, suggests that some common process is at work 
driving firms into this configuration. In the history of economics a variety of 
stochastic process explanations have been offered for why the data are this way 
(e.g., Simon 1955; Steindl 1965; Gabaix 2009; Saichev, Malevergne and Sornette 
2010), and we shall review these in Chapter 9. The problem with such models is 
that they have very little economic content. To remedy this shortcoming we shall 
propose an alternative theory in Chapter 10 and a model in Chapter 11 that 
rationalizes these and other data on firms while being much richer economically 
than the stochastic process explanations. 

Power Law Distributions and Firm Size Data 

 The data in figures 3b and 4b are approximately described by straight lines 
in log-log coordinates and we have suggested that the Pareto distribution is a 
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size distribution function, the fifth column (see Appendix C for more derivations). 
These data can be analyzed in various ways. If we simply make a histogram of the 
data from the second column according the size classes in column 1 we get figure 
3a, shown in log-log coordinates. Because of the irregular size of the bins we see 
fragments of a pattern but lots of irregularity also. Column 3 in table 1 
accumulates the counts from column 2, showing that there were 5,725,160 firms 
in existence in 2012. Column 4 normalizes column 3’s total by dividing by the 
total number of firms, while column 5 subtracts column 4 from 1.0—this is now 
the complementary cumulative distribution function (CCDF) of the empirical firm 
size distribution. The complementary cumulative count is plotted in figure 3b. 

 
Figure 3: Histogram (left) and complementary cumulative count (right) of U.S. firm sizes 

by employment for 2012; source: Census (BDS) with standard bin sizes 

Clearly a gross regularity in the data has emerged in the log-log coordinates of 
figure 3b. This is a so-called power law or Pareto distribution and we shall 
encounter such structures throughout our investigation of firm-level micro-data.3 
The straight line superimposed on the data in figure 3b has slope of -1, suggesting 
that these data are reasonably well-described by the special case power law 
known as the Zipf distribution.4 

                                                
3 While lognormal distributions have been fit to samples of firm size data for the better part of a century (e.g., 
Gibrat 1931; Kalecki 1945; Mansfield 1962; Stanley et al. 1996; Cabral and Mata 2003; Mata 2008), such a 
specification does not work here. The lognormal distribution is simply incompatible with the shape of the 
data—progressively smaller numbers of progressively larger firms—for reasons that are described at length 
in Appendix D. Lognormal distributions may often seem to fit firm size data  rather well because sampling 
tends to yield too few small firms, making such datasets effectively left censored. 
4 Technically, this is a discrete Pareto distribution since firm sizes have integer values. Many authors call a 
Pareto distribution with shape parameter (exponent) equal to 1 a Zipf distribution (e.g., Saichev, Malevergne 
and Sornette 2010), acknowledging Zipf’s (1941; 1949) specific findings, primarily regarding city sizes and 
word frequencies. Others call the entire family of discrete Pareto distributions Zipfian (e.g., Johnson, Kotz 
and Balakrishnan 1994; Arnold 2015) or else a Riemann zeta distribution (Johnson, Kotz and Kemp 2005), as 
we do in Appendix B. We shall use all these names more or less interchangeably in this book, discriminating 
among them only when it is necessary to do so. 
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little understanding of these biggest firms in which the majority of Americans 
work. 

 
Figure 6: Counter cumulative distribution of U.S. firm sizes by receipts, 2007, Census (BDS); 

To disaggregate further we have obtained a custom tabulation from Census in 
equal log-sized bins. These data are plotted in figure 7. 

 
Figure 7: Counter cumulative distribution of U.S. firm receipts, 1997, equal log bins; 

source: Census 

The slope is again very close to -1. We see is that there are too few large firms—
in comparison to the Zipfian line through the bulk of the data—to go along with 
too few small firms. This situation is nearly identical to what we saw in figures 3b 
and 4b for firm size measured in terms of the number of employees. The Zipf 
distribution well-describes firms over many decades of size but at the extremes of 
very small and very large firms it predicts more firms than actually exist. In 
Chapter 5 we shall look at other output measures of firm size, including wages 
and taxes paid by firms and firm earnings, relating them to other firm attributes. 
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19.0 (21.8 for firms larger than 0). Clearly,
the COMPUSTAT data are heavily censored
with respect to small firms. Such firms play
important roles in the economy (15, 16).

For further analysis, I used a tabulation from
Census in which successive bins are of increas-
ing size in powers of three. The modal firm size
is 1, whereas the median is 3 (4 if size 0 firms
are not counted) These data are approximately
Zipf-distributed (! " 1.059), as determined by
ordinary least squares (OLS) regression in log-
log coordinates (Fig. 1). There are too few very
small and very large firms with respect to the
Zipf fit, presumably due to finite size effects,
yet the power law distribution well describes
the data over nearly six decades of firm size
(from 100 to 106 employees). This result sug-
gests both that a common mechanism of firm
growth operates on firms of all sizes, and that
the fundamental unit of analysis is the individ-
ual employee.

But firms having a single employee are
not the smallest economic entities in the U.S.
economy. Although there were some 5.5 mil-
lion firms that had at least one employee at
some time during 1997, there were another
15.4 million business entities in that year
with no employees. These are predominantly
self-employed individuals and partnerships,
and are called “nonemployer” firms by Cen-
sus. These smallest of firms account for near-
ly $600 billion in receipts in 1997. Yet, if
these firms are included in the overall firm
size distribution, the Zipf distribution still fits
the data well. To see this, Eq. 1 must be
modified to accommodate firms having no
employees

Pr[S ! si ] " ! s0

si#1" !

, si ! 0, ! # 0 (2)

Here, OLS yields an estimate of ! " 1.098
(SE " 0.064), and the adjusted R2 " 0.977.
Including self-employment drives the aver-
age firm size down to 5.0 employees/firm,
and makes the median number of employees
0.

An interesting property of firm size distri-
butions noted in previous studies of large
firms is that the qualitative character of such
distributions is independent of how size is
defined (1). Although the position of individ-
ual firms in a size distribution does depend on
the definition of size, the shape of the distri-
bution does not. This also holds for the Cen-
sus data. Basing firm size on receipts, a Zipf
distribution describes the data (! " 0.994)
(Fig. 2). Here, modal and median firm reve-
nues are each less than $100,000, and the
average is $173,000/firm.

As a further test on the robustness of these
results, I repeated these analyses for Census
data from 1992. Average firm size was slight-
ly smaller then, at 20.9 employees/firm (ex-
cluding size 0 firms). But overall, the Zipf
distribution is as strong (Table 2).

Virtually all U.S. firms experienced sig-
nificant changes in revenue and work force
from 1992 to 1997. Thus, individual firms
migrated up and down the Zipf distribution,
but economic forces seem to have rendered
any systematic deviations from it short-lived.
Even the substantial merger and acquisition
activity of this period seemed to have little

effect on the overall firm size distribution.
There are a variety of stochastic growth

processes that converge to Pareto and Zipf
distributions (1, 5, 17, 18). Empirically, there
is support for Gibrat-like processes in which
average growth rates are independent of size
(19, 20) and growth rate variance declines
with size (21, 22). Consider a variation of the
Gibrat process known as the Kesten process
(23-25), in which sizes are bounded from
below; i.e.,

si$t $ 1% " max&s0,'$t%si$t%( (3)

where ' is a random growth rate. For nearly
any growth rate distribution, this process
yields Pareto distributions that have the ex-
ponent ! defined implicitly by (26)

N "
! % 1

! # ! s0

A"!

% 1

! s0

A"!

% ! s0

A"$ (4)

where N is the total number of firms and A is
the number of employees. For N " 5.5 ) 106

and A " 105 ) 106, as in 1997 (excluding
self-employment), s0 " 1 implies ! * 0.997,
a value close to my empirical finding. Similar
results are obtained for each year back
through 1988 (Table 3).

Fig. 1. Histogram of U.S. firm sizes,
by employees. Data are for 1997
from the U.S. Census Bureau, tab-
ulated in bins having width in-
creasing in powers of three (30).
The solid line is the OLS regression
line through the data, and it has a
slope of 2.059 (SE " 0.054; adjust-
ed R2 " 0.992), meaning that ! "
1.059; maximum likelihood and
nonparametric methods yield sim-
ilar results. The data are slightly
concave to the origin in log-log
coordinates, reflecting finite size
cutoffs at the limits of very small
and very large firms.

Fig. 2. Tail cumulative distribution function of
U.S. firm sizes, by receipts in dollars. Data are
for 1997 from the U.S. Census Bureau, tabulat-
ed in bins whose width increases in powers of
10. The solid line is the OLS regression line
through the data and has slope of 0.994 (SE "
0.064; adjusted R2 " 0.976).

Table 2. Power law exponent for U.S. firms in
1992, firms with employees and all firms. Results
using OLS regression on Census data, with stan-
dard errors in parentheses.

Type Estimated ! Adjusted R2

Firms with employees 0.994 (0.043) 0.995
All businesses 0.995 (0.031) 0.994

Table 3. Theoretical power law exponents for U.S. firms over a 10-year period. Note that even though
the number of firms and total employees each increased over this period, as did the average firm size, the
value of ! was approximately unchanged.

Year Firms Employees Mean firm size !, from (4)

1997 5,541,918 105,299,123 19.00 0.9966
1996 5,478,047 102,187,297 18.65 0.9986
1995 5,369,068 100,314,946 18.68 0.9983
1994 5,276,964 96,721,594 18.33 1.0004
1993 5,193,642 94,773,913 18.25 1.0008
1992 5,095,356 92,825,797 18.22 1.0009
1991 5,051,025 92,307,559 18.28 1.0004
1990 5,073,795 93,469,275 18.42 0.9995
1989 5,021,315 91,626,094 18.25 1.0006
1988 4,954,645 87,844,303 17.73 1.0039
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Lorenz curve is created by arranging firms from smallest to largest and then, for 
each size category computing the total number of employees (or other measure of 
size) at firms in that size class and all smaller size classes.8 Figure 6 plots the 
Lorenz curve for U.S. firm sizes (by employees) in 2012. 

 
Figure 6: Lorenz curve for U.S. firms sizes (by employees) in 2012; Census (BDS) 

This clearly depicts extreme skewness, with the smallest 80% of firms employing 
only about 10% of all workers in the private sector. One way to interpret this 
heterogeneity is through the Gini index, G ∈ [0, 1], a standard measure of 
inequality, commonly encountered in the context of income distributions, with 
larger G meaning more inequality. G is indicated graphically in figure 6 as the 
area between the Lorenz curve in blue and the 45° line, as a fraction of the entire 
area below the 45° line. For these data G ≈ 0.88. The Pareto distribution has a 
well-defined G for ! > 1/2 of 

! = 1
2! − 1 

(this result is derived in Appendix C, example C.12). For ! ~ 1.06, G ≈ 0.89, 
which is quite close to the empirical result. These are much larger Gini indices 
than are typical of income data, even larger even than estimates for the U.S. 
wealth distribution, which are typically around 0.8, further evidence of the 
extreme skewness of firm sizes. 

Since a relatively small number of the largest firms employ most of the 
workforce—the biggest 5% employ 75% of workers—it is the right side of figure 
6 that is the most important, yet it is hard to interpret what is going on in the 
region, so steep is the Lorenz curve in this region.9 For this reason it is more 

                                                
8 In Appendix C Lorenz curves are constructed from weighted size distributions, also known as first moment 
distributions. Such distributions are investigated at length in Chapter 4.  
9 Indeed, for this and related reasons some early industrial organization researchers rejected use of Lorenz 
curves to characterize concentration, feeling it was unsuitable (e.g., Adelman (1951)). 
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is apparent. High productivity firms grow by adding agents who work less hard 

than incumbents, thus such firms are driven toward the average productivity. In 

essence, each agent who changes jobs ‘arbitrages’ returns across firms.16  

 It is well known that there is large heterogeneity in labor productivity across 

firms (e.g., Dosi 2007). Shown in figure 12a are data on all U.S. companies for 

three size classes: 1-99 employees (blue), 100-9,999 (red) and 10,000+ (green). 

 
Figure 12: Labor productivity (a) U.S. data (Census) and (b) model output in arbitrary units 

Note the log-log coordinates, so the right tail is very nearly a power law with 

large slope. Souma et al. (2009) have studied the productivity of Japanese firms 

and find similar results. Figure 12b is model output for the same size classes. 

Firm Ages, Survival Rates and Lifetimes 

 Using data from the BLS Business Employment Dynamics program, figure 

13 gives the age distribution (PMF) of U.S. firms, in semi-log coordinates, with 

each colored line representing the distribution reported in a recent year.  

 
Figure 13: Firm age distributions (PMFs), U.S. data 2000-2011 (lines) and model output (points); 

source: BLS (www.bls.gov/bdm/us_age_naics_00_table5.txt) and author calculations 

Model output is overlaid on the raw data as points and agrees reasonably well. 

Average firm lifetime and standard deviation are 14-15 years here. The curvature 

                                                
16 As output per worker representes wages in our model, there is little wage-size effect (Brown and Medoff 
1989, Even and Macpherson 2012). 
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the distribution in one of the years 2002-2008. Note that the right tails depict the 
data from distinct years having different lengths, as discussed above. 

 
Figure 2: Firm age PMFs in the U.S., 2002-2008, in red, purple, gray, green, black, 

cyan, and blue, respectively, indicating near stationarity; source: Census 

There are several striking features in these data, including (a) the significant 
overlap for different years, indicating U.S. firms have a very nearly stationary age 
distribution,4 (b) the lines being relatively straight in these coordinates, suggesting 
an exponential-like distribution of firm ages, except for (c) the clear curvature 
upward for younger ages, meaning there are more young firms in each year than 
would occur via an exponential distribution. Furthermore, the more negative slope 
in figure 2 for the young firms indicates that they face higher chances of exit 
(failure) than older firms. (The exponential distribution has a constant slope in 
semi-log coordinates, the slope being directly related to the exit rate.) This 
phenomenon of higher exits among younger firms is in accord with conventional 
wisdom concerning small firms (Evans 1987; Dunne, Roberts and Samuelson 
1988). Also note that the number of entrants is roughly 10% of the overall 
population of firms in each of the years 2002-2008. 
 In order to account for the curvature present in the data we have employed 
the Weibull distribution. It is similar to the exponential with an additional 
adjustable parameter and a version with discrete support is available (Nakagawa 
and Osaki 1975; Kalbfleisch and Prentice 1980; Stein and Dattero 1984). It nests 
the exponential as a special case, making it possible for us to assess the magnitude 
of the departure of the data from exponential. It has sometimes been used in the 
context of firm ages and survival (Hannan and Freeman 1989; Hannan and Carroll 
1992; Mata and Portugal 1999; Carroll and Hannan 2000). Calling A the firm age 
random variable, from appendix B the discrete Weibull distribution in 
complementary cumulative distribution form is 

                                                
4 For another perspective on the stationarity of ages in the U.S. see Stangler and Kedrosky (2010) 
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Figure 24: Size distribution of exiting firms in 2009-2014, with power law having 

exponent 1.5 (black) 

Age Distribution of Exiting Firms: Firm Lifetimes 

While entrants during any period are the same age, and constitute the 
entering cohort, exiters are of all ages. The age of an exiting firm is its lifetime, 
and we have already investigated the distribution of firm lifetimes in the previous 
section. Here our analysis serves as a broad confirmation of those previous results. 
Specifically, counts of exiting firms in semilog coordinates, as in figure 25, for 
several distinct years, clearly show curvature among the youngest, indicating that 
the exit rate is higher among them.21 

 
Figure 25: Age distribution of exiting firms in 2002-2008 (left) and 2009-2014 (right); 

source: Census 

These figures are complement to the survival functions in figure 12—those firms 
survived, these did not. Note the relative invariance over time of the pre-Crisis 
data and the turmoil at the younger ages among the post-Crisis firms, as we have 
seen before, confirming the near-stationarity of firm lifetime distributions before 
the Crisis. The distribution of exiting establishments by age is very similar and we 
do not show it here merely due to space constraints. (Consult the book website, 

                                                
21 The corresponding plot in Haltiwanger, Jarmin and Miranda (2013) is figure 5. They use a linear ordinate 
so the Weibull character of the data—large ‘infant’ mortality—does not come through. 
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C.1 Entrance of Firms: Counts and Sizes 

 The number of firms entering the economy varies significantly from year 
to year. Perhaps surprisingly, the size distribution of entrants does not vary much, 
and is another power law. These are the topic of the next two subsections. 

Counts of Entrants Over Time 
 Figure 21 shows the number of new firms entering the U.S. economy 
annually for the past 40 years. The average number of new firms is approximately 
500,000 per year over this time period, with a standard deviation of some 30,000. 
 

 
Figure 21: Annual counts of start-up firms over the past four decades; source: Census 

Many of the years in which entrance activity falls correspond to recessions (1982-
83, late 1980s and early 90s, and the dot com bubble of the early 2000s, followed 
by the single largest dropoff as last decade’s Financial Crisis hit the U.S. 
economy. Over this period the numbers of firm and employees in the economy 
grew substantially, as shown in figure 1 in Chapter 1. So the fraction of firms that 
are entrants has been falling over this time period, although standing at roughly 
10% for most of the decade of the 2000s (figure 2 above), shrinking to about 8% 
subsequently. 
 In the last few years there has grown up a literature on the declining 
number of start-ups (Haltiwanger, Jarmin and Miranda 2011; 2012; Decker et al. 
2016). The reasons commonly cited for the drop-off include lack of financing due 
to credit-tightening during the Great Recession, poor business climate, and 
workers being less willing to take a chance—more risk averse—due to the 
severity of the Recession and the relatively high level of unemployment. While it 
is doubtless all of these factors and many others contributed to the fall in new firm 
formation, when we get to Part III of the book we shall investigate a variety of 
other mechanisms that can produce lower levels of start-ups, including several 
that are more structural than behavioral. 
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Size Distribution of Entrants 
While entrants tend to be small in size, by all size measures, there is a 

relatively smooth size distribution of such firms, with each new cohort featuring 
progressively smaller numbers of progressively larger firms. Call !! !  the count 
of newly born firms having size s, with Fb the total number of new firms. Then 
the size mass function of entrants is !! ! ≡ !! ! /!!. Figure 22 plots the CCDF 
for entrants, Φ!

! ! , for several recent years, in log-log coordinates in order to 
clearly indicate the relative frequencies of the largest entrants. 

 
Figure 22: Size distribution of entrants in 2011-2014, with a power law having exponent 

1.5 (blue); source: Census 

Note the modest variability over time. This is yet another Pareto distribution, here 
with slope of approximately -1.5 (straight blue line).17 These data essentially fall 
on the lower bound line in figure 6, as they should. There are relatively more 
small firms among the entrants compared to the overall firm size distribution, i.e., 
the average size is lower. Over time this distribution rotates counter-clockwise, 
driven both by a reduction in the number of small firms by exit and growth to 
larger sizes, while medium and large firms tend to grow as well. The medium and 
large entrants have lower exit rates as we saw in the previous section.18 

C.2 Exit of Firms: Counts, Sizes, and Lifetimes 

 Annual exits of firms are also variable over time. There are a variety of 
reasons firms can terminate autonomous operations. They can go bankrupt, be 
sold or merge with another firm, be reorganized under new management, and so 
on. Such events can be induced by aggregate economic conditions (e.g., 
recessions) or local environments (e.g., the saving and loan crisis in the U.S. 
Southwest in the late 1980s and early 1990s), be the result of technological shocks 

                                                
17 A similar estimate, albeit with one more significant figure, can be found in Carvalho and Grassi (2019) 
18 The effect of startup size on exit probabilities was studied by Audretsch, Santarelli, and Vivrelli (1999). 
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(Klepper and Simons 1997), or simply the decision of one or more owners to 
move on to other opportunities (Schary 1991; Klepper and Simons 1997).  

Counts of Exiting Firms Over Time 

 Figure 23 gives the number of annual firm exits in the U.S. economy over 
the past 40 years. Clearly there is an increasing trend, from some 300,000 per year 
in the late 1970s and early 1980s, to nearly 500,000 per year with the onset of the 
Financial Crisis.  

 
Figure 23: Annual counts of exiting firms over the past four decades; source:  

The average number of exiters over this period is about 400,000 per year, lower 
than the number of entrants, and thus the increasing number of firms in the 
economy during this period. The standard deviation is about 30,000, comparable 
to that of entering firms.  

Size Distribution of Exiting Firms 

While exiters tend to be small in size they are heavy-tailed like entrants. 
For !! !  the count of newly dead firms having size s, with Fd the total number of 
dead firms, the size mass function of exiters is !! ! ≡ !! ! /!!. Figure 24 
gives !! !  for first six years following the Financial Crisis, in log-log 
coordinates, along with a line having slope -1.5.19 Interestingly, the slope of this 
distribution is almost identical to entering firms, an empirical fact that appears to 
be new, and for which no explanation is readily available.20 

                                                
19 Haltiwanger, Jarmin and Miranda (2013) plot comparable data but with categorical size variables and a 
linear ordinate (figure 3). Their plot does not show the strongly Paretian character of !! ! . 
20 The contrast between figures 22 and 24—the former a cumulative distribution while the latter is a mass 
function—illustrates an error in Clauset, Shalizi and Newman (2009). Normally, estimating the exponents of 
power laws from PMFs or PDFs yields values that differ by 1 compared to CDFs (see example C.4 in 
Appendix C). However, when PMFs or PDFs are estimated from binned data the exponent is the same as for 
the CDF (see Appendix D). 
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Figure 24: Size distribution of exiting firms in 2009-2014, with power law having 

exponent 1.5 (black) 

Age Distribution of Exiting Firms: Firm Lifetimes 

While entrants during any period are the same age, and constitute the 
entering cohort, exiters are of all ages. The age of an exiting firm is its lifetime, 
and we have already investigated the distribution of firm lifetimes in the previous 
section. Here our analysis serves as a broad confirmation of those previous results. 
Specifically, counts of exiting firms in semilog coordinates, as in figure 25, for 
several distinct years, clearly show curvature among the youngest, indicating that 
the exit rate is higher among them.21 

 
Figure 25: Age distribution of exiting firms in 2002-2008 (left) and 2009-2014 (right); 

source: Census 

These figures are complement to the survival functions in figure 12—those firms 
survived, these did not. Note the relative invariance over time of the pre-Crisis 
data and the turmoil at the younger ages among the post-Crisis firms, as we have 
seen before, confirming the near-stationarity of firm lifetime distributions before 
the Crisis. The distribution of exiting establishments by age is very similar and we 
do not show it here merely due to space constraints. (Consult the book website, 

                                                
21 The corresponding plot in Haltiwanger, Jarmin and Miranda (2013) is figure 5. They use a linear ordinate 
so the Weibull character of the data—large ‘infant’ mortality—does not come through. 
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A.2 Annual Growth Rates Conditional on Size 

It is, ostensibly, a feature of the basic growth model of Gibrat that the 
amount of growth is proportional to size, that the rate of growth is independent of 
size. However, this also leads to a peculiarity of Gibrat’s model, something closer 
to a bug. For if draws from the distribution of growth rates, G, are independent, 
then for G having geometric mean greater than 1, some firms will grow without 
bound. Alternatively, for a geometric mean value less than 1 they will shrink 
without bound. Only in the ‘knife-edge’ case of the geometric mean of G = 1, i.e., 
the arithmetic mean of g = 0, will the average firm size remain economically 
meaningful. Since we cannot count on G having this property empirically, at least 
not exactly, there must be something wrong with the basic specification of the 
Gibrat growth process. One way to fix this problem is to account for firm entry 
and exit (Simon 1955; de Wit 2005), processes characterized for the U.S. 
economy in the last chapter. Basically, if firms do not live forever then they 
cannot grow either too large or too small. However, large firms can live for a very 
long time, as we saw above, so entry and exit cannot be the whole story.11  

Distribution of Annual Growth Rates Conditional on Size 
Figure 3 shows histograms of growth rates in log(count) vs g coordinates, 

for 7 distinct firm sizes, each a different color. It is essentially a disaggregation of 
figure 1 by firm size. 

 
Figure 3: Histograms of annual g, conditional on size (employees); 8-15 (blue), 16-31 (red), 
32-63 (green), 64-127 (black), 128-255 (orange), 256-511 (yellow), and 512-1023 (purple) 
                                                
11 Perhaps the most important feature of Gibrat’s law is that it generates skew (lognormal) size distributions 
for any non-degenerate G, via the central limit theorem (CLT); see Chapter 9. However, if growth rates are 
not independent of size then the resulting size distributions depend on the actual distribution of G. 
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There are several notable features of this figure. First, observe that g in each size 
category is approximately Subbotin-distributed, like the unconditional data of 
figure 2. Second, note the clear differences between the growth (g > 0) and 
decline (g < 0) ‘arms’ of the distributions, with apparently more curvature and 
variance on the decline side. Third, looking at the variability for each size class, it 
appears that the variances in log firm growth rate distributions decline with size. 
Overall, these observations, resulting from simple visual inspection of the actual 
distributions of g conditional on size, suggest the basic specification of the Gibrat 
random growth model is not right: growth depends on size, and does so in non-
trivial ways. This is significant insofar as it would seem to vitiate Gibrat’s simple 
firm growth specification: all businesses are not subject to the same growth rate 
distribution—big companies have rather different growth rates than small ones.12 

Average Annual Growth Rates as a Function of Size 

In figure 3 it appears that all the statistics concerning the central tendency 
of log growth rates—means, medians and modes—are clustered near g = 0. In 
figure 4 the average log growth rate is shown for the 7 size classes (blue) and, as a 
check that these results are not due simply to a few extreme growth rates, given 
the heavy-tailed character of g, in black excluding data from the smallest and 
largest growth rate bins. 

 
Figure 4: Dependence of average annual g on size (blue) and excluding the most extreme 

log growth rates (black) 

Note that the smallest size classes have positive average log growth rates, !, and 
are thus growing, on average, while for larger establishments this quantity is 
negative, meaning they have shed employees, on average. Between size 3 and 4—
                                                
12 Many economists have pointed out empirical problems with the Gibrat model (e.g., Hymer and Pashigian 
(1962); Singh and Whittington (1975); Evans (1987); Hall (1987); Variyam and Kraybill (1992); Dunne and 
Hughes (1994); Hart and Oulton (1999)), others have defended it (e.g., Lotti, Santarelli and Vivarelli (2009) 
argue it is useful in the long-run) including some who have worked to extend it in various ways (e.g., 
McCloughan (1995); Córdoba (2008)), while others have surveyed its use without impugning its veracity 
(e.g., Sutton (1997); Mata (2008)). A broad review of the empirical literature on Gibrat’s law is by Santarelli, 
Klomp and Thurik (2006). 
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approximately the median U.S. firm size—!  crosses over from positive to 
negative. The decline of log growth rates with size in this qualitative way is well-
known, empirically, from the work of Birch (1981), Evans (1987), Hall (1987), 
Dunne, Roberts and Samuelson (1989), and many others, each using distinct (and 
relatively small) samples of firms. This is a solution to the previously mentioned 
bug in the Gibrat growth specification, as small firms growing and large firms 
declining, on average, can yield a stationary firm size distribution, as will be 
shown in Chapter 9. 

Annual Growth Rate Variability as a Function of Size 

In figure 5 we plot the standard deviation in log annual growth rates as a 
function of size for the 7 size classes (blue). To a first approximation this statistic 
changes little over several decades of size, a result that goes against the 
conventional wisdom that the variability of growth rates declines with size 
(Hymer and Pashigian 1962; Mansfield 1962; Singh and Whittington 1975; Hall 
1987), results generated from relatively small, idiosyncratic samples of firms. 
Indeed, Stanley et al. (1996) find that the standard deviation in g decreases with 
size like s-τ, and estimate τ = 0.16 ± 0.03 for size based on employees13 (data from 
Compustat manufacturing firms); τ = 0.5 is what one might expect if a firm was 
composed of many independent parts and the central limit theorem applied; τ = 0, 
i.e., variance does not depend on size, means that the ‘parts’ of a firm are highly 
correlated in their fluctuations. Clearly such dependence does not exist in the U.S. 
establishment data. To check our results, and the possibility that excess variance 
is being added by virtue of including the most extreme growth rate data, we have 
also computed the standard deviation in log growth rates excluding data from the 
smallest and largest growth rate bins, shown in black in figure 5. 

 
Figure 5: Dependence of the standard deviation of annual g on size (blue) and excluding 

the most extreme log growth rates (black) 
                                                
13 Several explanations for this dependence have been proposed (Buldyrev et al. 1997; Amaral et al. 1998; 
Sutton 2002; Wyart and Bouchaud 2002; Klette and Kortum 2004; Fu et al. 2005; Luttmer 2007; Riccaboni 
et al. 2008). 
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heavy-tailed character present in the Japanese data, giving us some confidence 
that this is a robust feature of such networks. 

Theoretically, there have recently appeared a variety of models that 
attempt to explain the heavy-tailed character of production networks (Gualdi and 
Mandel 2015) and others that attempt to relate the structure of such networks to 
overall economic dynamics (Acemoglu et al. 2012; Acemoglu, Ozdaglar and 
Tahbaz-Salehi 2013; Kelly, Lustig and Nieurerburgh 2013). Specifically, these 
models investigate the propagation of firm-level volatility through networks, from 
one firm to another, and the resulting aggregate economic volatility. 
 

 
Figure	1:	U.S.	buyer-supplier	network	for	publicly-traded	firms	in	2006	with	the	‘Big	3’	
automobile	firms	in	red	and	their	suppliers	in	orange	(source:	Atalay	et	al.	(2011))	

 While Gabaix (2011) related the heavy-tailed structure of firm sizes to 
aggregate fluctuations, these models argue that the mechanism for propagation of 
such variability is buyer-supplier networks. They accomplish this by subjecting 
the firms in their models to idiosyncratic shocks, and this shock structure must be 
calibrated to data on firm growth. 

B Labor Networks 
 Long before there were data available on social networks their importance 
for a variety of economic phenomena was theorized (Granovetter 1973). 
Specifically, the role of such networks in job referral and hiring has been an 
important part of the sociology of work literature for 40 years, and the labor 
economics literature for more than 20 years (Montgomery 1991). 

Estimation. Our model has !ve parameters, q, m, r, !, and g. We
use our microdata on buyer–supplier links to estimate their
values in the US !rm network. Four parameters can be measured
directly in the data. The vertex exit rate, q, is 0.24. The average
number of edges per vertex, m, is 1.06. The fraction of edges
connecting new vertices to previously existing !rms, !, is 0.75,
and the average growth rate of the number of vertices in the
network, g, is 0.04. The remaining parameter is r, the fraction of
edges that are assigned across existing vertices with uniform
probability rather than through preferential attachment. This is
not directly observable in the data. We can see which links are
formed but cannot directly observe their ex ante probability of
being assigned to a particular vertex. However, our model gives
an expression for the expected probability that a k in-degree
vertex received a particular link from another surviving vertex, an
observable event. We use this probability expression, r

N!t! 1" #
!1! r"k!t! 1"

N!t! 1"m!t! 1", to estimate r using maximum likelihood. We !nd
that r = 0.18.§
Substituting these parameter estimates into Eq. 4 gives us the

model’s prediction of the in-degree distribution of the US
!rm network.

Results. Fig. 1A overlays the distribution predicted by the pref-
erential attachment model in ref. 7¶ on the empirical distribu-
tion. The line drawn has a slope of !1, with the intercept chosen
to provide the best !t to the data. The Pareto distribution pre-
dicted by the model has more mass in the right tail than does the
actual network: the most central !rms in the network (e.g., Wal-
Mart, GE, and Cardinal Health) have fewer buyer–supplier links
than the model would predict. Furthermore, the Pareto distri-
bution overpredicts the mass of !rms that have low in-degrees.k
Both of these deviations from the actual distribution are po-
tentially important for evaluating the importance of !rm in-
terconnectedness. The roles of the most central !rms are, of
course, the focus of much research. For example, refs. 16–18
study whether—depending on the structure of the network—
a shock to one !nancial institution can cause a systemic crisis.
Although the less-connected !rms are individually less critical to

the operation of the production network, their sheer joint mass
makes them an important aggregate force as well.
Fig. 1B adds the predicted in-degree distribution from our

model. Its features introduce a curvature in the relationship
between log(1 ! F(k)) and log(k) that !ts the data better than the
linear relationship of the standard preferential attachment
model. Our model has a direct departure from the preferential
attachment mechanism in that a fraction r of the rewired edges
and a fraction 1 ! ! + !r of the edges from entering vertices are
allocated uniformly across existing vertices. The possibility that
not all edges are allocated on the “big get bigger” basis of the
preferential attachment mechanism helps capture this curvature.
As discussed in the Introduction, this departure from preferen-
tial attachment captures realistic features of buyer–supplier
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Fig. 1. Model !t. (A) Preferential attachment model, with data for 2005 (squares) and 2006 (triangles). (B) Model of section two (dashed line) and pref-
erential attachment model (solid line), with data for 2005 (squares) and 2006 (triangles).

Fig. 2. Buyer–supplier network in 2006. GM, Ford, and Chrysler are colored
red. Their suppliers are colored orange. All other !rms are gray.

§Our estimate of r is the maximand of L!r" $
P

new links log
!
r 1
N!t !1" # !1! r" ki !t !1"

m!t !1"N!t !1"

"
.

¶Refs. 14 and 15 also propose models of city and !rm growth, respectively, that generate
this predicted distribution.

kFrom Fig. 1A, we see that a pure preferential attachment model would predict that
84% of !rms reported no major suppliers. In 2005, only 62% of the !rms reported no
major suppliers.
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model. Our model has a direct departure from the preferential
attachment mechanism in that a fraction r of the rewired edges
and a fraction 1 ! ! + !r of the edges from entering vertices are
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not all edges are allocated on the “big get bigger” basis of the
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CITY SIZES:
CITIES AS AGGLOMERATIONS OF FIRMS
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Figure 3: Zipf plot (rank vs size) of city sizes based on the numbers of people (red), 

employees (orange), firms (blue), and establishments (green) for U.S. metropolitan and 
micropolitan areas in 2015 (Census), along with line (black) for size inversely 

proportional to rank 

In this coordinate system a Pareto distribution with shape parameter 1, which was 
shown to characterize the entire population of firm sizes in Chapter 1—the Zipf 
distribution—corresponds to the data having slope -1. In figure 3 a black line 
having this slope is superimposed on the firm and establishment data. While there 
are significant departures from the straight line, it does grossly characterize much 
of the data. Specifically, the largest half dozen firms are somewhat too small as 
are those ranked 500 and above, while the last hundred or so do not fit the pattern 
at all. Independently of how well any of these data comport with a pure Zipf 
distribution, note that they all tell roughly the same story: city sizes, whether 
measured by numbers of residents, employees, firms or business locations, are 
heterogeneous with heavy tails.  
 The same data are plotted in figure 4, somewhat more conventionally as 
PMFs. City residents are again in red, employees in orange, firms in blue and 
business establishments in green. These unsmoothed data have distinct ranges, but 
overall each has the same gross shape. The black line in the figure corresponds to 
a Pareto distribution with exponent 1, meaning the PMF has slope -2 in log-log 
coordinates . While none of the distributions follow this straight line exactly, all 
of them do so approximately. 
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Figure 4: PMFs of city sizes based on the numbers of residents (red), employees 
(orange), firms (blue), and establishments (green), ) for U.S. metropolitan and 

micropolitan areas in 2015 (Census), along with Zipf distribution line 

The data shown in figures 3 and 4 are all based on counts of people and 
businesses. It is reasonable to surmise that city sizes are heavy-tailed also in 
financial variables. To confirm this, figure 5 is a plot of the private sector payrolls 
in all 917 Metropolitan and Micropolitan areas for 2015, as a PMF. Again we find 
that a power law with exponent near unity well-describes the bulk of the data, 
with deviations at the small and large extremes of payrolls. 

 
Figure 5: PMF of city sizes based on the value of payrolls 

Figures 3-5 confirm the well-known fact that city sizes in the U.S. are 
highly skew in character, as are the sizes of cities in many industrial countries 
(Zipf 1941; Berry and Garrison 1958; Steindl 1965; Berry 1971; Rosen and 
Resnick 1980; Ades and Glaeser 1997; Gulden and Hammond 2004; Berry and 
Okulicz-Kozaryn 2011). What should we make of the fact that the heterogeneity 
of sizes in the population of cities is almost identical to that in the population of 
firms? Are these phenomena distinct in the sense of being independent? That is, 
could there exist, in principle, a Zipfian population firms without Zipfian cities? 
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the first-ranking city may be much bigger than twice the size of the 
second-ranking city. For example, the French, English, and Argen- 
tinian distributions do not conform to the rank-size rule. Paris, 
London, and Buenos Aires dwarf their nearest neighbors in their 
respective distributions. Other nations, such as Australia, display 
"kinks" or horizontal segments, indicating that some top-ranking 
cities are closer in size to one another than the rank-size rule 
suggests. 

Obviously the rank-size rule doesn't hold perfectly. In fact it 
seems to work best in large countries with mostly self-sufficient 
economies, as measured by the ratio of their external trade to total 
trade. If this ratio is less than 10 percent, as it is for the United 
States and Russia, the rule fits well. It also works well in large 
countries with long urban traditions-like China and India. 

Comparative work suggests that deviations from the rule can of- 
ten be explained by two factors: (1) improper specification of the 
complete settlement system, or (2) different qualitative stages of de- 
velopment. For example, Portugal's distribution may conform to 
the rank-size rule once it's recognized that Lisbon heads a larger- 
than-national urban system.36 If Singapore and Malaysia are 
lumped together-as history demands-then their combined distri- 
bution conforms approximately to the rank-size rule.37 The primacy 
displayed by Japan's city-size distribution also disappears once 
Tokyo's chief rival is Seen to be the multicentered Kansai or Keihan- 
shin conurbation.38 These examples show that quite different re- 
sults can be achieved by taking cultural or political issues into ac- 
count. Once again, history matters in the world of morphogenesis. 

Austria is another interesting case. During the years of the 
Austro-Hungarian empire, Vienna and Budapest dominated the 
urban hierarchy. No rank-size rule prevailed then. Nor did it in the 
ensuing days of "Brave Little Austria." But after Austria was an- 
nexed to Germany and the Sudetenland in 1939, Zipf showed that 
their combined distribution roughly conformed to the rank-size 
rule.39 Perhaps the linguistic element should also be respected. In 
any event, a historical analysis of flows and interaction patterns 
between all candidate towns and cities is a more reliable way of 
defining a truly interactive system of cities. 

Since our primary interest is in dynamics, let's take a look at how 
well the rank-size rule has withstood the test of time. The United 
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RANK 

FIGURE 5.7 Rank-size distribution of cities in the United States, 
1790-1990. 

States can serve as our first laboratory. Remarkably, the American 
rank-size relationship has been stable for a very long time. Despite 
tumultuous changes to its urban system during the past two cen- 
turies, Figure 5.7 confirms that the rule has applied continuously. 
Neighboring lines are almost straight and roughly parallel. What 
incredible stability! Overall growth is depicted by the gradual shift 
upward and to the right. A similar story can be found in Europe. 
There's a high degree of macrostability in the French urban system, 
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‘Growing’ the Firm Population
Start with 120M workers, emerge:


6 million firms (with employees)

3 million job changers each month

50 thousand start-ups each month

20 thousand largest firms employ 1/2 of workers

1 firm with one million employees

…


What microeconomic specification can produce 
these and other empirical facts?

Methodology: Computational agents


How to realize 108 agents?



Model components
• Heterogeneous agents, otherwise no groups or 

identical groups
• In order to get large firms to form we need increasing 

returns to size/scale (team production)
• Agents adjust their behavior to one another
• Agents cannot be rational because the environment is 

too complex, so boundedly rational
• Compensation system: rules for dividing team output
• Each agent has a social network from which it learns 

about jobs



Realized Firm Size 
Distributions

-2
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Figure 12: Stationary firm size distributions (probability mass functions) by (a) 

employees and (b) output 
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Figure 12: Stationary firm size distributions (probability mass functions) by (a) 

employees and (b) output 
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Figure 13: Essentially constant returns at the aggregate level, despite increasing returns 
at the micro-level 

  



Firm Size Statistics
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Figure 9: Typical time series for average firm size (blue) and maximum firm size 
(magenta) 

  



Realized Productivity

 

 15 

is apparent. High productivity firms grow by adding agents who work less hard 

than incumbents, thus such firms are driven toward the average productivity. In 

essence, each agent who changes jobs ‘arbitrages’ returns across firms.16  

 It is well known that there is large heterogeneity in labor productivity across 

firms (e.g., Dosi 2007). Shown in figure 12a are data on all U.S. companies for 

three size classes: 1-99 employees (blue), 100-9,999 (red) and 10,000+ (green). 

 
Figure 12: Labor productivity (a) U.S. data (Census) and (b) model output in arbitrary units 

Note the log-log coordinates, so the right tail is very nearly a power law with 

large slope. Souma et al. (2009) have studied the productivity of Japanese firms 

and find similar results. Figure 12b is model output for the same size classes. 

Firm Ages, Survival Rates and Lifetimes 

 Using data from the BLS Business Employment Dynamics program, figure 

13 gives the age distribution (PMF) of U.S. firms, in semi-log coordinates, with 

each colored line representing the distribution reported in a recent year.  

 
Figure 13: Firm age distributions (PMFs), U.S. data 2000-2011 (lines) and model output (points); 

source: BLS (www.bls.gov/bdm/us_age_naics_00_table5.txt) and author calculations 

Model output is overlaid on the raw data as points and agrees reasonably well. 

Average firm lifetime and standard deviation are 14-15 years here. The curvature 

                                                
16 As output per worker representes wages in our model, there is little wage-size effect (Brown and Medoff 
1989, Even and Macpherson 2012). 
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Realized Firm Ages
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Figure 15: Firm age distributions (pmfs), U.S. data 2000-2011 (lines) and model output 
(points); source: BLS (www.bls.gov/bdm/us_age_naics_00_table5.txt) and author 

calculations 
  



Realized Firm Growth
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Figure 19: Distributions of g annually, as a function of firm size, from the model; sizes 
8-15 (blue), 16-31 (red), 32-63 (green), 64-127 (black), 128-255 (orange), 256-511 

(yellow), and 512-1023 (purple) 
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Realizing 108 agents
Needed: 1 KB/agent => 100 GB, RAM

What doesn’t work:


hardware: vector/cluster HPC, multiple boxes, clouds;

software: MPI, Java; ‘big data’ languages: Hadoop, Scala, 
Erlang, Clojure, Haskell...


What is needed:

large ‘flat’ memory space, OS to address it (Unix)

lots of processors (many cores/processor)

low level language (C/C++, OpenMP, Intel TBB, some GPUs)

2020 $US: $10K for 32C, 256GB; $25K for 96C, 1TB


What this gets you:

compute time of O(1 hour) to reach steady-state

output ‘data’ directly comparable to real-world data



Fork/Join Parallelization of ABMs

Population of agents 
or firms

‘Fork’ it into pieces 
to execute on a 
single core

Run (notional month)

Join to compute 
statistics and do 
housekeeping

Standard paradigm 
in C/C++ (threads)

AGENTS

FIRMS



Summary

Letting data guide model building:

Dozens of extreme statistics to target/hit

Firms are teams with increasing returns to scale


Comprehensive firm micro-data used to calibrate a 
very simple full scale model of the U.S. economy

Endogenous dynamics: realistic job flows + firm 
formation for micro reasons; no exogenous shocks


Microeconomic level is not in equilibrium

Macro-level is approximately stationary


